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Types of CP models
• For SOTA reviews, 


• Aue, A. and Horavth, L. (2013), Structural breaks in time series. Journal of Time Series Analysis, 
34: 1-16. https://doi.org/10.1111/j.1467-9892.2012.00819.x 


• Jewell et al. (2022), Testing for a change in mean after changepoint detection. JRSS B, https://
doi.org/10.1111/rssb.12501 and https://jewellsean.github.io/changepoint-inference/index.html


• Model Type 0: Basic time series intervention model / causal inference setup. For given data is 
there a break or change at the point the analyst specifies (maybe with a lag). 

• Model Type 1: Binary segmentation.  Asks if there is one more break coming up given data 
today.  Typical for monitoring models, cheap to implement, hard for inferences about causes.


• Model Type 2: L1/L0 regularization & lasso. Asks across the entire dataset how many and where 
are the optimal number breaks.  Necessary for inferences and very / more costly.  Used for causal 
inference.


• Model Type 3: Bayesian methods. Specify a full probability model for the number and location of 
the changes.  Hard and computationally intensive.

https://doi.org/10.1111/j.1467-9892.2012.00819.x
https://doi.org/10.1111/rssb.12501
https://doi.org/10.1111/rssb.12501
https://doi.org/10.1111/rssb.12501
https://doi.org/10.1111/rssb.12501
https://jewellsean.github.io/changepoint-inference/index.html


Model Type 0: known changepoint
Simple intervention model
• Basic model: (a bit of time series regression):


• Idea: DV variable today depends on yesterday and some variable measuring change 
or treatment…


Objects of inference:


E[yt |xt = 1] − E[yt |xt = 0] =
δ

1 − α

yt = αyt−1 + δxt + ut

y1

yt xt
x1 = 0

y2 x1 = …
⋮ ⋮

yt xt = 1



Type 0: Estimation
Easy case

• Fit a regression


• Use an ARIMA model


• Use a causal inference model (which is a special case)



Type 0 Example: (Somewhat) Well behaved
Seat belts adoption
• Classic example from Harvey, A. C. and 

Durbin, J. (1986). The effects of seat belt 
legislation on British road casualties: A 
case study in structural time series 
modelling. Journal of the Royal Statistical 
Society series A, 149, 187-227. 
doi:10.2307/2981553


• Fit a log10 model before the seatbelt 
intervention and adjust dynamics after 
this.


• Shows the “causal” intervention effect



Reality: the intervention effect is not significant (95% CI)

Pre-intervention effect is in red

95% CI is in blue


Problems 

•Coverage

•Changes in the dynamics after the 
intervention

•What if there are other covariates?



Look at a bigger regression…
Seatbelts example with more covariates

> X <- Seatbelts[, c("kms", "PetrolPrice", "law")] 

> X[, 1] <- log10(X[, 1]) - 4 

> arima(log10(Seatbelts[, "drivers"]), c(1, 0, 0), 

+       seasonal = list(order = c(1, 0, 0)), xreg = X) 

Coefficients: 

         ar1    sar1  intercept     kms  PetrolPrice      law 

      0.3348  0.6672     3.3539  0.0082      -1.2224  -0.0963 

s.e.  0.0775  0.0612     0.0441  0.0902       0.3839   0.0166 

sigma^2 estimated as 0.001476:  log likelihood = 349.73,  aic = -685.46

So the oil / petrol prices do the real 
explanation here!



Type 0 Problem: badly behaved example
• Salmonella / Breeder Bird example


• Maertens de Noordhout C, Devleesschauwer B, Haagsma JA, Havelaar AH, Bertrand 
S, Vandenberg O, Quoilin S, Brandt PT, Speybroeck N. Burden of salmonellosis, 
campylobacteriosis and listeriosis: a time series analysis, Belgium, 2012 to 2020. Euro 
Surveill. 2017 22(38):306-15. DOI: 10.2807/1560-7917.


• May specify a policy change for EU requirements (2005), but changes 
“started“ before this



Example of the problem(s)
Maertens de Noordhout, et al. (2017)

Collard et al. [24] previously reported a dramatic 
drop in salmonellosis cases in Belgium after 
2005. They noted that in 2003, Belgium adopted 
changes in the breeder-flock poultry monitoring 
and control programme, with a possible influence 
on Salmonella transmission and control. 
Furthermore, since 2003, a poultry vaccination 
programme has been in place [24]. However, the 
effects of these policy changes could not be dated 
exactly, meaning that the time series was not easy 
to segment into forecastable sub-series and that 
the data exhibited possible non-stationarity or 
unstable behaviour [25], therefore requiring the 
need for a change-point model. 



Type 0: What can go wrong
• You do not know the intervention point


• You have the wrong specification


• You are missing covariates


• Dynamic mis-specification biases inferences


• Incomprehensible tests for stationarity and parameter (in-) stability



Type 1 Model: basic binary segmentation (BS)

• Univariate cases: problem is old (dates to the 1950s in theory, and practice since the 
1970s).


• Multivariate cases (harder, but doable in 21st C. sense)


• Asks if there is one more break coming up given data today.  Typical for monitoring 
models, cheap to implement, hard for inferences about causes.


• CUSUM tests / Chow F-tests


• Testing and regression-based methods (Perron test, Bai-Perron model, etc.)


• Bai and Perron (1998, 2003), https://doi.org/10.1002/jae.659

https://doi.org/10.1002/jae.659


Models for the full sample
Review Bai-Perron Model

Basic idea: split a regression sample at some points :


• Equation / Assumptions


• Linear programming solution speeds this up considerably and makes it parallel 
computation


• Practical considerations

Tj



Bai and Perron (1998, 2003) model
Setup



Bai and Perron (1998, 2003) model
Estimation



Practical issues



Simulated example
Simple shift in mean, m = 2
• Can see the shifts in the mean 

from N(0,1) to N(2,0.5) to N(-1,2) 
distributions.


• Best fitting model has 2 breaks at 
observations 50 and 152 as 
expected.


• Can do this and more complex 
cases of detection easily now.



Changepoints in U.S. Industrial Production
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Huerta et al. (2003)
A more complex case: are trends deterministic or stochastic?
• Look at models of trend versus difference stationarity to see if there is a changepoint 

in which one better explains industrial production in the US. 


• They employ a (more) complex mixture model, but we can approximate their analysis 
with a changepoint model. 


• The basic model for the index of industrial production (IIP) is 


• So if  and β = 0 the process is difference stationary; but if 
β != 0, the process is trend stationary. The goal is to see which holds over time. 

φ1 = 0

yt = φ0 + yt−1 + φ1(yt−1 − yt−2) + β(
t
T

) + εt



Results
Fit a simple regression: difference but not trend stationary

Call: 

lm(formula = diip ~ ldiip + t, data = dd) 

Residuals: 

     Min       1Q   Median       3Q      Max  

-13.3172  -0.2074   0.0222   0.2358   4.5195  

Coefficients: 

            Estimate Std. Error t value Pr(>|t|)     

(Intercept) 0.074785   0.044314   1.688   0.0918 .   

ldiip       0.234765   0.032327   7.262 8.21e-13 *** 

t           0.003969   0.076500   0.052   0.9586     

--- 

Signif. codes:  0 ‘***’ 0.001 ‘**’ 0.01 ‘*’ 0.05 ‘.’ 0.1 ‘ ’ 1 

Residual standard error: 0.6651 on 904 degrees of freedom 

Multiple R-squared:  0.05513, Adjusted R-squared:  0.05304  

F-statistic: 26.37 on 2 and 904 DF,  p-value: 7.377e-12 



How many changepoints in regression?
Depends on the sample used

1947-2022 IIP data 1947—2016 IIP data



1947-2016 Data results
Corresponding to breakdates: 

                                                                                             

m = 1                                                                                2009(6) 

m = 2                                                                        2005(9) 2009(5) 

m = 3                                               1993(8)                  2005(9) 2009(5) 

m = 4                                                       1998(6) 2001(11) 2005(9) 2009(5) 

m = 5                             1981(12)                  1998(6) 2001(11) 2005(9) 2009(5) 

m = 6                                      1986(11) 1991(3) 1998(6) 2001(11) 2005(9) 2009(5) 

m = 7                     1975(6) 1982(12)          1991(3) 1998(6) 2001(11) 2005(9) 2009(5) 

m = 8            1971(12) 1975(5) 1982(12)          1991(3) 1998(6) 2001(11) 2005(9) 2009(5) 

m = 9            1971(12) 1975(5) 1982(12) 1986(9)  1991(3) 1998(6) 2001(11) 2005(9) 2009(5) 

m = 10   1961(3) 1971(8)  1975(5) 1982(12) 1986(9)  1991(3) 1998(6) 2001(11) 2005(9) 2009(5) 

Fit: 

                                                                      

m   0     1     2     3     4     5     6     7     8     9     10    

RSS 146.6 143.2 128.7 123.2 118.7 116.3 114.6 113.5 111.5 109.9 108.9 

BIC 944.3 951.6 889.2 878.8 874.8 885.0 899.3 917.8 930.2 945.0 963.9



Bai-Perron regression output
Coefficients: 

                                           Estimate Std. Error t value Pr(>|t|)     

breakfactor(L2, breaks = 4)segment1         0.02256    0.03064   0.736  0.46180     

breakfactor(L2, breaks = 4)segment2        22.83543    4.26018   5.360 1.08e-07 *** 

breakfactor(L2, breaks = 4)segment3         3.84254    2.87948   1.334  0.18242     

breakfactor(L2, breaks = 4)segment4        35.99503    3.99814   9.003  < 2e-16 *** 

breakfactor(L2, breaks = 4)segment5         6.00253    1.35300   4.436 1.04e-05 *** 

breakfactor(L2, breaks = 4)segment1:ldiip   0.36909    0.04488   8.224 7.65e-16 *** 

breakfactor(L2, breaks = 4)segment2:ldiip  -0.37259    0.16072  -2.318  0.02068 *   

breakfactor(L2, breaks = 4)segment3:ldiip  -0.36230    0.11024  -3.287  0.00106 **  

breakfactor(L2, breaks = 4)segment4:ldiip  -0.02847    0.07186  -0.396  0.69203     

breakfactor(L2, breaks = 4)segment5:ldiip  -0.02552    0.09860  -0.259  0.79584     

breakfactor(L2, breaks = 4)segment1:t       0.14809    0.07845   1.888  0.05942 .   

breakfactor(L2, breaks = 4)segment2:t     -32.31120    6.04320  -5.347 1.16e-07 *** 

breakfactor(L2, breaks = 4)segment3:t      -4.81059    3.82982  -1.256  0.20944     

breakfactor(L2, breaks = 4)segment4:t     -45.24115    5.00479  -9.040  < 2e-16 *** 

breakfactor(L2, breaks = 4)segment5:t      -6.67773    1.53704  -4.345 1.57e-05 *** 

--- 

Signif. codes:  0 ‘***’ 0.001 ‘**’ 0.01 ‘*’ 0.05 ‘.’ 0.1 ‘ ’ 1 

Residual standard error: 0.3795 on 824 degrees of freedom 

Multiple R-squared:  0.3023, Adjusted R-squared:  0.2896  

F-statistic:  23.8 on 15 and 824 DF,  p-value: < 2.2e-16

Intercept / Constants (the )β

The lag coefficients in each regime (the )ϕ

The time trends in each regime (the t) 



Results in differences plot



Type 2 model: Regularizations / Fused Lasso
General case(s)
• Treats the problem as one of finding a “correct” set of covariates from among a 

possible large set of possible interventions.


• More recent advances here… See  Jewell, Fearnhead, & Witten, 2019. https://
jewellsean.github.io/changepoint-inference/index.html


• Want to then compute the probability that there is a changepoint via what is known 
as binary segmentation and generalizations like the fused lasso. 


• This is done by setting a cost function for the (mis-) classification of a changepoint in 
splitting a sample.


• Like many of the other examples here there is an easy to use R package (linked 
above).

https://jewellsean.github.io/changepoint-inference/index.html
https://jewellsean.github.io/changepoint-inference/index.html
https://jewellsean.github.io/changepoint-inference/index.html
https://jewellsean.github.io/changepoint-inference/index.html


Type 2: Basic setup
Two ways to do this…

1. Iteratively search for each changepoints, one at a time.  Requires continuously 
proposing and deleting them to find an optimal number — like Bai and Perron (1998)


2. Simultaneously estimate all changepoints at once using a penalty regression 
model. (e.g., Auger & Lawrence, 1989; Fearnhead et al., 2019; Haynes et al., 2017; 
Hocking et al., 2020; Jackson et al., 2005; Jewell & Witten, 2018; Jewell et al., 2020; 
Killick et al., 2012; Maidstone et al., 2017; Niu & Zhang, 2012; Tibshirani et al., 2005; 
Jewell et al. 2022, Bai, Safikhani & Michailidis 2020 and 2022) 



Fused Lasso CP model — univariate basics
Consider a regression of the form


The fused lasso has a penalty function of the form


The terms:


1. Sparseness


2. Flatness or sparse differences from each other

yi =
p

∑
j=1

xijβj + ϵi, ϵi ∼ N(0,σ2)

p

∑
j=1

|βj | ≤ λ1 and
p

∑
j=2

|βj − βj−1 |α ≤ λ2 where α = 1



Univariate fused lasso example
Based on Jewell et al. (2022)
• Detecting a CP with a fused lasso penalty model is fast and easy


• Consider this example…



Fused lasso simple example (continued)
Data and cost function



Fused lasso v. BS univariate example
Consider a dynamic model with a less clear CP timing

• Consider a dynamic model (depends on past values) and one where the CP is a 
random variable (so not a distinct shift):








• Want to look at BS and fused Lasso (L0) models.

yt = 0.9yt−1 − 0.3yt−2 + ut + ϵt

t = 1,…,1000 = T, ϵt ∼ N(0,1)

ut ∼ U[−0.5,0.5] if 334 < t ≤ 666, 0 otherwise



Sample data and preliminary results

Data and changepoints
 Data and BS change points Data and L0 change points



Cost or panelty functions drive the results
• This is a classification problem with Type I and Type II errors.  Which you use will to minimize under a cost function will determine the outcomes.


• Changing this has impacts in terms of how many or how few you find (BS penalty function differences):


> knitr::kable(data.frame(estimated_changepoints = fit.inf.BS$change_pts, pvals = fit.inf.BS$pvals)) 

| estimated_changepoints|     pvals| 

|----------------------:|---------:| 

|                     43| 0.0000058| 

|                    932| 0.0036115| 

>  

> knitr::kable(data.frame(estimated_changepoints = fit.inf.BS1$change_pts, pvals = fit.inf.BS1$pvals) ) 

| estimated_changepoints|     pvals| 

|----------------------:|---------:| 

|                     22| 0.0225058| 

|                     43| 0.0000172| 

|                    340| 0.0027486| 

|                    932| 0.1117550|



Fused Lasso multivariate example
Model POTUS approval, partisanship in the U.S.



Restack as a multivariate regression



Threshold Block Fused Lasso VAR steps
Safikhani et al. (2022)

1. Fit an excess number of possible or candidate changepoints using a lasso model


2. Prune or edit the number of change points using a local screening to combine or 
expand the number of points.


3. Consistently estimate a sparse, lasso VAR model


Turns out this is computationally fast for reasonably sized datasets (T < 1000) even for 
p>>T.



Example: Macropolity, 1950s-2020s
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Magenta: August 1964;  March 1983; November 1991; June 2004

Grey: NBER recessions



Full model with a 6 equation economy
• None of the endogenous CP 

match NBER dates


• Dates have tenuous political 
interpretations


• Do not match changes in 
POTUS:

1960 1970 1980 1990 2000 2010 2020

−4
0

−2
0

0
20

40



Causal model for GGM
• Can draw Gaussian Graphical Models 

(GGM) to show causal relationships


• These do change over time, esp. for 
the later periods wrt the economy.


• See more things causing political 
changes in the more recent periods.


• Do not tell us about changes in long 
term trends.
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Type 3: Bayesian Models
Overview

• Give an example here: less need to unify a single model since there is a general 
framework:


• Write down the PDF for the data in a given data regime.


• Construct a transition model from regime j = 1, 2, …, m (decide whether this is MS 
or CP).


• Set up priors for these steps.



Brandt and Sandler (2009)
Changepoints in transnational terrorist attacks, 1968-2005

• Are there changepoints and when?


• Identify the possible events around these


• Realize that a priori specifications and choices are very likely to be biased and not 
correct.


• Need to get a distribution and confidence regions around these. 



Green RJMCMC model
Reversible Jump MCMC model 
Brandt and Sandler (2009: 771):


• The model is referred to as “multiple” changepoint model because it allows for an 
endogenous set of changes or shifts to occur in the rate of events. 


• At each point in time one evaluates whether there should be a changepoint to 


• a new level (a birth) or 


• a changepoint back to a previous level (a death), 


• a change in the height or probability of each changepoint, 


• or a change in the location of the position of a changepoint.


• For these four options, one estimates the endogenously determined number of breaks or 
shifts in the arrival rate. 



RJMCMC CP count model
Basic count CP model

Cumulative counting process model for the observed counts, y in [0, L]

Poisson count model for the number of changepoints, k

What can happen at each time point? 
• New count event

• No new event

• Changepoint proposed

• Changepoint deleted

• Changepoint moves



App 1: Kidnaps, 1968-2005
Brandt and Sandler (2009)



App 2: Skyjacks 1968—2005

774 P.T. Brandt, T. Sandler / Journal of Policy Modeling 31 (2009) 758–778

Fig. 5. Cumulative number of SKYJACK events and the posterior arrival rate of skyjack events, 1968–2005.

and the direction of change. In the right-most column of Table 4, we have matched, based on
detailed historical accounts (e.g., Department of State, various years and ITERATE writeups),
the precipitating events. Thus, changepoint 1 is attributed to the rise in transnational terrorism
that followed Israeli occupation after the Arab-Israeli wars. For changepoint 2, there is no clearly
defined cause. Changepoint 3 is attributed to the arrival of Lebanon multinational (peacekeeping)
force (MNF) that triggered a rise in kidnappings in Lebanon and throughout the Middle East. The
eventual fall in these kidnappings by 1988 results in changepoint 4. At times, certain countries
or regions were plagued with a spate of kidnappings—see changepoints 5 and 7. An important
recent changepoint followed the Abu Ghraib revelations at the start of April 2004 that resulted
in myriad kidnappings of foreign contractors and aid workers in Iraq (Enders & Sandler, 2006,
Table 7.3, p. 174). Thus, changepoints 1, 3, and 9 followed from policy decisions with unintended
awful consequences. Many of the breaks in Table 4 have not been identified previously, thus
underscoring the importance of our procedure. Notably, 9/11 is not a changepoint.

Fig. 5 shows the SKYJACK series results, where there are eight breaks in the series, indicated
by the vertical lines. Once again, the solid line is the cumulative number of SKYJACK events and
the dashed line is the estimated arrival rate of new events. The information on the changepoints
from Fig. 5 is summarized in Table 5, along with confidence intervals, direction of change, and
precipitating events. Two important contrasts between the KIDNAP and SKYJACK series are
worth highlighting: SKYJACK has fewer changepoints, and the changepoints differ between the
two series. This last observation means that past studies—e.g., Enders and Sandler (2005)—that

Table 5
SKYJACK event changepoint dates and their 68% credible intervals, 1968–2005.

Changepoint Median date 68% credible set Direction Event

1 1969-08-02 (1969-05-09, 1973-03-12) + PFLP skyjackings demonstration effect
2 1973-04-17 (1972-10-18, 1979-11-10) ! Metal detectors
3 1980-01-02 (1979-06-04, 1981-10-12) + Cuban skyjackings
4 1981-11-24 (1981-06-09, 1987-08-03) ! Castro 40-year sentences
5 1990-04-29 (1986-01-15, 1990-06-15) + Soviet skyjackings
6 1991-01-02 (1990-05-21, 1995-04-10) ! End of Cold War
7 1996-09-03 (1994-12-15, 1998-08-08) ! Low terrorism year
8 2003-04-23 (1999-07-10, 2003-06-27) ! Increased airport security



Final Comments
When to use / consider these models…
• When you know there are structural shifts or breaks but you are unsure of their 

timing. 


• You suspect there are phases or parameter regimes that repeat themselves: e.g., 
economic boom / bust, conflict phases, etc. 


• There are multiple processes with different dynamics in a single time series or 
multiple time series. 


• You need to test whether there is parameter constancy. 


• You need to establish whether there is a transition from stationary to non-stationary 
behavior (or vice versa) in your time series. 


• Choices will also depend on time and computational costs!
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